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ABSTRACT 

In section 1, some aspects of time series forecasting are introduced. Two subsequent sections 
briefly discuss the application of multi-layer feed-forward neural networks for making predictions 
based on past data, and the automation of this process. The paper is concluded with a summary of 
an experiment consisting of running an implementation of an automated ANN based prediction 
system on examples of real life time series data, and basic conclusions drawn from some of the 
results of this experiment. 
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1.  INTRODUCTION 

A time series can be defined as a series of data points (possibly real numbers) 
measured at uniform intervals in time [1]. Oftentimes, when modeling or interacting 
with the real world, certain processes can be reflected as time series, for example:  
• mean monthly temperatures, measured regularly at a certain location [1], 
• daily currency exchange rates, 
• Wolf number (relative sunspot number), 
• a factory's electrical power consumption, measured at certain times of day. 
In addition to being able to measure real quantities, thus generating time series, it is 
not hard to imagine how useful it could be to be able to predict (or forecast) these 
numbers in such a way, that a prediction of future values made right now would 
reflect the future state of the universe (or a part of it).  
In many cases, it is impossible to predict exact values that a time series will yield in 
the future (otherwise, everyone would always win the lottery). In the aforementioned 
examples, for instance, there are too many complicated variables influencing those 
processes. These time series seem random, yet some of their qualities indicate that 
some approximation of the future can be achieved.  
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A factory, for instance, may be shut down for the night (or on weekends), thus  
a certain pattern emerges... But can the process of identifying these patterns be 
automated? This paper describes an attempt to implement a program, which is meant 
to perform this task automatically. 

2.  ARTIFICIAL NEURAL NETWORKS AND TIME SERIES 
PREDICTION 

There are many different methods of time series forecasting, used by different 
industries, but most of them share certain similarities. Notably, it is common for a 
prediction algorithm to assume a certain model which captures the relationship 
between past and future observations. A forecasting model can be based on a multi-
layer feed-forward artificial neural network (ANN) [5]. The author is not going to go 
into much detail about the theory behind these objects, as they are well described in 
many sources, for example in [1, 3, 4, 5, 6, 7]. The interesting aspect of such 
networks is that if used correctly, they display the ability to both learn and generalize 
relationships between presented inputs and outputs. More details and issues regarding 
such an application of a neural network are described in subsections 2.1 and 2.2. 

2.1. Neural net for forecasting 

 
Fig. 1.  Usage of an ANN in forecasting 
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Let an ANN have k inputs and 1 output. An ANN consists of multiple artificial 
neurons, each having multiple weighted inputs, and an output. The output of the 
entire network, as a response to an input vector, is generated by applying certain 
arithmetic operations, determined by the ANN's structure and current weight values, 
to that vector. In this respect, the network can be treated as a function  f:  

 : kf →  (1) 

Machine learning can be used to find a proper network for forecasting [2] in such  
a way, that if an observed time series { }1 2 3 ; iX = x ,x ,x , x… ∈  consists of a certain 
number of numbered observations, for every k>n a pair consisting of an input vector 
and a desired output value can be defined:gmai 

 [ ]( )nnnnkn x,x,x,x,,x 123 −−−− …  (2) 

The idea behind using an ANN for forecasting is this: we have a finite number of past 
observations, and we would like the network to present us with a plausible future 
value, when presented with a vector of our last k observed data points.  
To achieve this, the weight values inside the network have to be just right (or almost 
just right). The input-output pairs of past observations, combined with a weight-
adjusting (or teaching) algorithm are used to adjust the ANN in order to minimize the 
networks root mean square error between the expected output ,nx and the current 
output .∗nx    

Trained networks, associating input vectors with proper output values, are known to 
accumulate and generalize certain knowledge about the process, by which the time 
series was generated [2, 3, 6], and can sometimes in turn be used for forecasting [5]. 

2.2. Issues with finding proper networks 

One issue is that machine learning, in case of ANNs, requires significant 
computational resources. An artificial neural network, as a function, should be 
considered as a composition of simpler linear and nonlinear functions, as a neuron 
should be a nonlinear function [4] (otherwise the net becomes a polynomial). 
Learning algorithms are usually iterative in nature. Be it RPROP, a genetic algorithm 
or simulated annealing, with hundreds of neurons in an ANN, each iteration demands 
many floating point operations. 
Another problem is finding the right network structure. Neurons need nonlinear 
continuous activation functions (usually sinh or tanh).  There is no way to determine 
the arbitrary number of neuron layers, or numbers of neurons in particular layers 
(apart from the input layer and the output layer).  
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While training a network, in terms of applying a teaching algorithm and a set  of past 
time series observations to adjust the weights, is pretty straightforward, finding  
a proper network architecture is often a matter of trial and error. 

3. AUTOMATION 

In order to address issues mentioned in (2.2), I decided to use a brute-force approach. 
If a good network architecture cannot be determined before the teaching cycle, 
perhaps many different networks, with different neuron counts, layer counts and 
activation functions, can be generated and trained.  
Training many neural networks requires significant computational resources.  
To address this issue, a special library was used to facilitate distributed computing. 

3.1. The platform 

The programming language, chosen for generating, teaching and forecasting with 
ANNs, was Java. While being fast and nearly operating system agnostic, the language 
is rich in third party libraries, and has a garbage cleaner for memory management, 
thus reducing development time and bug number. 
For managing the life cycle (building, testing and deployment), the maven [9] system 
was used. 
The Encog [7] library was imported for tasks such as building and training neural 
networks. 
To facilitate distributed computing, the GridGain [8] library was used. 

3.2. The principle 

The principle of the program was very simple – the user was to create an input file, in 
which contained was information on how to generate networks, which algorithms 
were to be used in training, and what data should be used as past time series 
observations. For example, a user could tell the program to generate networks of 5 to 
10 inputs, with 2 hidden layers, and 5 to 55 neurons in each hidden layer. In that case, 
the program would generate 1250050505 =×× ANNs.  
After reading the input file, the program would generate defined networks, pair them 
with training data sets and teaching algorithms. Such bundles would then be 
distributed around the local area network (to other instances of GridGain discovered 
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via multicast), trained on all available computers, and then returned to the master 
node with networks ready for prediction, and performance information. 
The best ANN would then be serialized, saved to a file, and ready to be used by the 
prediction module of the program. 

3.3. Network fitness 

Training a network is a process of reducing its error, or the root mean square error 
between desired output values [ ]…,x,x,x +k+kk 21 , and the actual output values 
[ ]…,, 21

∗
+

∗
+

∗
kkk xx,x . Achieving too low an error can result in over-fitting, which is 

undesirable, as an over-fitted network loses its generalization capabilities [3].  
To counter that possibility, the data points are split into two separate sets: the training 
set, and the validation set. Only the training set is presented to the teaching algorithm, 
but each training iteration now yields two errors – a training error and a validation 
error. When the validation error starts growing (diverges from the training error), the 
program stops the training process.  
 

 
Fig. 2. An example of error change during training processes 
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The overall fitness E of a trained neural network is based on both the training error 
,TE  and the validation error :VE  

2

22
VT E+E=E

 
Out of all trained networks, the program considers the network with the lowest 
overall fitness E to be the best one. 

4. THE EXPERIMENT 

The experiment consisted of applying aforementioned methods to make predictions of 
woolen yarn quarterly production (in tonnes) and wine monthly sales (in thousands  
of liters) in Australia (time series data were taken from prof. Hyndman's Time Series 
Data Library [10]).  
The woolen yarn forecasts were made for a period of 16 months, with the networks 
being trained with 350 monthly data points. Similarly, the wine predictions were 
made for a period of 29 months with networks trained with approximately 150 
monthly observations. In both cases, correct values for predicted periods were known 
before training, but were not used in training cycles. 
Networks had one output only. Extended predictions were achieved by introduction 
of unknown but predicted samples into new input vectors – the networks were using 
their own predictions to predict further. The prediction results are shown in fig. 3 and 4. 

 
Fig. 3. Wine sales forecast versus actual values 
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Fig. 4. Woolen thread production forecast versus actual values 

 
Another part of the experiment was to observe whether the brute-force learning 
process would be significantly improved by this distributed architecture. Two 
networked computers were used as computation nodes:  
• a 1.7 GHz 8-core Intel Core i7 QM 720 based laptop computer, running jdk 1.6.22 

on Gentoo GNU/Linux (4 real cores, 4 virtual cores via hyperthreading) 

• a 2.26 GHz 2-core Intel Core 2 Duo P8400 based desktop computer, running jdk 
1.6.22 on Ubuntu GNU/Linux (2 real cores, no hyperthreading)  

The number of learning bundles, distributed to each node, was directly proportional to 
its available number of processors. At full functionality, the laptop would receive 
80% of all networks, and the desktop, having fewer cores, would receive 20% of all 
networks. 
The experiment of shutting down a number of cores on the laptop machine, enabling 
only 1, then 2, 3 and up to 8 cores. For each number of active cores in the first 
computer, the same experiments were run with and without the help of the other 
computer. The results shown in fig. 5 should be interpreted as follows: In the first pair 
of bars, labeled “1(+2)”, the bar on the left shows computation time with only one 
core in the laptop enabled, and the second node disconnected. The bar  
on the right shows computation time after connecting the desktop based node  
(“+2” means “plus two cores on a separate machine”). 
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Fig. 5. Computational power benchmark 

CONCLUSIONS 

Based on results presented in fig. 3 and 4 one can conclude that the networks indeed 
captured the natures of the time series. Probably better results could be achieved by 
applying some sort of pre- and postprocessing. 
Fig. 5 indicates that the the worst performance was achieved by a single node with  
a single active core, and adding a second node drastically improved computation 
speed. Indeed, adding physical cores to the master node seems to proportionally 
improve performance during single node computations. The setups “1(+2)” through 
“4(+2)” also indicate that adding the additional two core node also helps. This pattern 
is only broken from “5(+2)” onward, which indicates that in this case hyperthreading 
does not bring any improvement. 
The master node detects the number of cores in itself and all slave nodes, and 
distributes computational threads accordingly. It does not distinguish between 
physical cores and virtual cores. In the worst case scenario, “8(+2)”, the master node 
gets 80% of all bundles due to having 8 cores versus 2 in the slave node, but performs 
like a 4 core machine. The slave node quickly finishes its tasks, waits for the master 
node to finish, and still needs additional time to serialize its results and send them 
back over LAN. One way to counter this effect is probably to use a more 



 

 40

sophisticated scheduler, which would distribute threads in smaller batches, measure the 
performance of particular nodes, and base future distribution bast on those 
measurements. 
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